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Take, for example, the Seven Pillars’ advice to be “bookish.” Book and magazine text is

composed in columns, usually in columns far narrower than the page. Why? Because

narrowness reduces the back-and-forth scanning our eyes must do as we read—reading is

easier when our eyes work less. Reading is also easier when what we’ve just read and

what we’re about to read are both within our visual range. Research shows that as our

eyes change focus from word to word, our brains can take cues from surrounding, unfo-

cused shapes. The more our brains can glean “advance warning” from shapes within the

visual periphery, the better they’re able to direct our eyes for maximum comprehension.

Research also seems to show that, when it comes to line lengths of text, there’s a differ-

ence between reading speed and reading comprehension. Longer lines can be read faster,

but shorter lines are easier to comprehend.

Chunked text is also easier to comprehend than a continuous column of text. That’s why

columns in books and magazines are divided into paragraphs. Paragraphs, verses, lists,

sidebars, and footnotes are the “transaction markers” of text, saying to our brains, “Have

you grokked everything so far? Good, please go on.”

Code is not strictly text, of course, but for the purpose of human readability, the same

principles apply. Bookish code—that is, code formatted in book-like columns and

chunks—is easier to comprehend.

Bookishness is more than simply keeping lines short. It’s the difference between code that

looks like this:

if( bf->end == bf->Lines() && lf1->end == lf1->Lines( ) &&
    lf2->end == lf2->Lines( ) ) return( DD_EOF );

and code that looks like this:

if( bf->end == bf->Lines( ) &&
    lf1->end == lf1->Lines( ) &&
    lf2->end == lf2->Lines( ) )
        return( DD_EOF );

The second of these code snippets is taken from DiffMerge. When we read it, our brains

sense the scope of the logic at hand, and our eyes don’t have to scan very far from side to

side to take it in. (The fact that there’s a visual pattern created by the choice of line breaks

is also important; we’ll get to that in a moment.) Being more bookish, the second snippet

is easier to comprehend than the first.

Alike Looking Alike
The DiffMerge snippet in the previous section also illustrates another principle of writing

for comprehensibility: code that is alike looks alike. We see this throughout the DiffMerge

code. For example:

while( d.diffs == DD_CONF && ( bf->end != bf->Lines( ) ||
                               lf1->end != lf1->Lines( ) ||
                               lf2->end != lf2->Lines( ) ) )
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The preceding demonstrates how line breaks can create a visual pattern that makes it eas-

ier for our brains to recognize a logical pattern. We can tell at a glance that three of the

four tests in this while statement are essentially the same.

Here’s one more example of alike looking alike. This one illustrates coding that lets our

brains do a successful “one of these is not the same” operation:

            case MS_BASE:               /* dumping the original */

                if( selbits = selbitTab[ DL_BASE ][ diffDiff ] )
                {
                    readFile = bf;
                    readFile->SeekLine( bf->start );
                    state = MS_LEG1;
                    break;
                }

            case MS_LEG1:               /* dumping leg1 */

                if( selbits = selbitTab[ DL_LEG1 ][ diffDiff ] )
                {
                    readFile = lf1;
                    readFile->SeekLine( lf1->start );
                    state = MS_LEG2;
                    break;
                }

            case MS_LEG2:               /* dumping leg2 */

                if( selbits = selbitTab[ DL_LEG2 ][ diffDiff ] )
                {
                    readFile = lf2;
                    readFile->SeekLine( lf2->start );
                }

                state = MS_DIFFDIFF;
                break;

Even if you don’t know what this code is about, it’s clear to see, for example, that readfile

and state are set in all three cases, but only in the third case is state set unconditionally.

The programmer who wrote this paid attention to making alike look alike; those of us

reading it later can see at a glance where the essential logic is.

The Perils of Indentation
We’ve all been taught to use indentation to show the depth of nesting in logical blocks of

code. The deeper the nesting, the farther to the right of the page the nested code appears.

Formatting code this way is a good idea, but not because it makes the code any easier to

read.

If anything, deeply indented code is harder to read. Important logic is crowded off to the

right, submerged to almost footnote-like insignificance by the layers of if-then-else code
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that surrounds it, while trivial tests applied in outer blocks seem elevated in importance.

So, while indentation is useful for showing where blocks begin and end, it doesn’t make

the code any easier for us to comprehend.

The greater peril is not the indentation, however: it’s the nesting. Nested code strains

human comprehension, plain and simple. Edward Tufte was not being complimentary

when he wrote that “Sometimes [PowerPoint] bullet hierarchies are so complex and

intensely nested that they resemble computer code.” In Code Complete (see “Further Read-

ing,” at the end of this chapter), Steve McConnell warns against using nested if state-

ments—not because they’re inefficient or ineffective, but because they’re hard on human

comprehension. “To understand the code, you have to keep the whole set of nested ifs in

your mind at once,” he says. It’s no surprise that research points to nested conditionals as

the most bug-prone of all programming constructs. We have a bit of anecdotal evidence

for this, as you’ll read in the section “DiffMerge’s Checkered Past.”

So the value of indenting each nesting level is not in making code more comprehensible,

but in making the coder more aware of incomprehensibility. “Seven Pillars” advises coders

to “overcome indentation”—that is, to code without deep nesting. “This is the most diffi-

cult of these practices,” admits Seiwald, “as it requires the most artifice and can often

influence the implementation of individual functions.”

Steve McConnell demonstrates some useful implementations in the “Taming Dangerously

Deep Nesting” section of Code Complete. DiffMerge makes heavy use of two of them: case

statements and decision tables. The end result, as you can see in the DiffMerge source, is

that the code itself takes on an outline form that lets us discern the big-picture logic by

scanning down the left side of the page. Our brains, conditioned to reading outlines in

natural-language text, find this easier to comprehend than the sideways-V form of deeply

nested code.

Navigating Code
All Seven Pillars are illustrated in DiffMerge, to one extent or another. For example, the

DiffMerge code is constructed of discrete, logical blocks. Each block does a single thing or

single kind of thing, and what it does is either self-evident or described in a comment that

prefaces the block. Code like this is the result of the Seven Pillars’ advice to disentangle

and comment code blocks. It’s analogous to well-organized expository writing, where def-

inition lists and titled sections help readers navigate densely packed technical information.

The lack of clutter also makes the DiffMerge code easier to navigate. One of DiffMerge’s

clutter-reducing tricks is to use tiny names for variables that are referenced repeatedly

throughout the code. This goes against sage advice to use meaningful and descriptive vari-

able names, to be sure. But there’s a point at which overuse of long names creates so

much clutter that it only impedes comprehension. Writers know this; it’s why we use

pronouns, surnames, and acronyms in our prose.
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The comments in DiffMerge are also clutter-free. In 10-year-old code, it’s easy to end up

with as many comments that describe how the code used to work—along with additional

comments about what changed—as comments that describe the current code. But there

isn’t really any reason to keep a running history of the program’s evolution in the code

itself; your source control management system has all that information and offers much

better ways to track it. (We’ll show examples in the next section.) The programmers

working on DiffMerge have done a good job keeping the closets clean, as it were. The

same goes for code. In DiffMerge, the old code isn’t simply commented out, it’s gone. The

remaining code and comments are uncluttered with the distractions of history.*

The DiffMerge code also makes liberal use of whitespace. In addition to reducing the

appearance of clutter, whitespace increases comprehensibility. When bookish chunks and

alike patterns are set off by whitespace, they take on visual shapes our brains can recog-

nize. As we read through the code, our brains index these shapes; later, we unconsciously

use these shapes to find code we remember having read.

Even though it has been changed repeatedly over the years, by many different program-

mers, the DiffMerge code is largely consistent in its visual appearance, DiffMerge’s contrib-

utors have each made an effort to “blend in.” That is, each one has subjugated personal

style and preferences to make his DiffMerge code look like the rest of DiffMerge’s code.

Blending in produces a consistency that reduces the work our brains have to do. It effec-

tively amplifies all of the readability tricks we’ve just discussed.

If you’ve visited http://www.perforce.com/beautifulcode, you will have noticed that the

DiffMerge code isn’t perfect, even by the Seven Pillars’ standards. There are places where

it could be more bookish, or where code could blend in more, for example. Sure, we’d like

to clean those up, but while we like pretty code, we like clean merges even better.

Changes to variable names, whitespace, line breaks, and so forth can be more of an obsta-

cle to merging than logic changes. When we make changes like these in one branch, we

increase the risk that merging bug fixes from other branches will create bugs. Any benefit

to be gained by rewriting DiffMerge’s ugly parts has to be weighed against the resources it

could take to recover from a bad merge. In the section “DiffMerge’s Checkered Past,” we’ll

relate what happens when that scale tips.

The Tools We Use
Certainly we need code to be understandable when we read the source files directly. We

also need the code to be understandable when we encounter it in diffs, merges, patches,

debuggers, code inspections, compiler messages, and a variety of other contexts and tools.

As it turns out, code written with the Seven Pillars in mind is more readable in more of

the tools we use to manage code.

* One comment in DiffMerge does describe a change: “2-18-97 (seiwald) - translated to C++.” This
comment remains in the code as a historical curiosity.

http://www.perforce.com/beautifulcode
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For example, DiffMerge code is human-readable even without syntax highlighting. In

other words, we don’t have to depend on context-sensitive source code editors to read it.

It’s just as readable when displayed as plain text by debuggers, compilers, and web

browsers. Here’s a snippet of DiffMerge in gdb:

Breakpoint 3, DiffMerge::DiffDiff (this=0x80e10c0) at diff/diffmerge.cc:510
510             Mode initialMode = d.mode;
(gdb) list 505,515
505             DiffGrid d = diffGrid
506                     [ df1->StartLeg() == 0 ][ df1->StartBase( ) == 0 ]
507                     [ df2->StartLeg() == 0 ][ df2->StartBase( ) == 0 ]
508                     [ df3->StartL1() == 0 ][ df3->StartL2( ) == 0 ];
509
510             Mode initialMode = d.mode;
511
512             // Pre-process rules,  typically the outer snake information
513             // contradicts the inner snake, its not perfect, but we use
514             // the length of the snake to determine the best outcome.
515
(gdb) print d
$1 = {mode = CONF, diffs = DD_CONF}
(gdb)

When working on code that changes as often as DiffMerge (it has been changed 175 times

since it was first written), programmers spend considerable time looking at it in diff and

merge tools. What these tools have in common is that they restrict the horizontal view of

source files, and they add a certain amount of clutter of their own. Code like DiffMerge’s is

readable even in these conditions. In command-line diffs, its lines don’t wrap. In graphical

diff tools, we don’t have to fiddle with the horizontal scroll bar to see the bulk of its lines,

as Figure 32-1 demonstrates.*

And as Figure 32-2 shows, a margin-hungry annotated history viewer is positively roomy

when displaying the bookish DiffMerge code.

F I G U R E 3 2 - 1 . DiffMerge code viewed in a graphical diff tool

* This is a screenshot from P4Merge, a graphical tool built on DiffMerge itself.
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Bookishness not only makes code more readable in merge tools, it makes the code itself

easier to merge. For one thing, the scope of an edit is easier to control when logical blocks

are set off by whitespace. And for another, having less nested code means having propor-

tionally fewer instances of inverted and leapfrogged block delimiters to sort out.

DiffMerge’s Checkered Past
We have a record of every change, branch, and merge involving DiffMerge throughout its

10-year history. And it’s an interesting record. Figure 32-3 offers a thumbnail view of

changes to the released versions of DiffMerge. It shows that DiffMerge originated in the

mainline (the lowest line on the diagram) and has been branched into over 20 releases.

Changes to DiffMerge have occured in the mainline, for the most part. But the thumbnail

shows peculiar activity in some of the most recent releases.

A count of DiffMerge’s patches per release branch, seen in Figure 32-4, is even more

intriguing. It shows that DiffMerge was rarely patched after it was released—until the

2004.2 release, that is. Then the post-release patch rate soars, only to abate again in the

2006.2 release. Why are releases 2004.2 through 2006.1 so riddled with patches?

Here’s the backstory: DiffMerge started out as a serviceable but simple program. In its

early life, it did little to discriminate between actual merge conflicts and nonconflicting,

adjacent-line changes. In 2004, we enhanced DiffMerge to be smarter about detecting and

resolving conflicts. As of the 2004.2 release, DiffMerge was certainly more capable, but it

was buggy. We got lots of bug reports in 2004.2 and 2005.1—hence the large number of

F I G U R E 3 2 - 2 . DiffMerge code in an annotated history viewer

F I G U R E 3 2 - 3 . DiffMerge’s release branches
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patches. We tried to clean up the code for release 2005.2, but the cleanup resulted in a bug

so intractable that we had to restore the 2005.1 version into the 2005.2 release. Then, in

2006, we rewrote the troublesome parts of DiffMerge completely. The rewrite was quite

successful, although we did have to tweak it in release 2006.1. Since then, DiffMerge been

very stable, and its post-release patch rate is back down to zero.

So, what went wrong when we rewrote DiffMerge in 2004? We believe it was that we had

let the code become incomprehensible. Perhaps our code reviews at the time had lost sight

of the Seven Pillars, or perhaps we had skipped some reviews entirely. At any rate,

although it continued to pass regression testing, DiffMerge sailed into release branches full

of bugs we hadn’t seen coming on board.

We have no way to measure how readable source code is or how well it conforms to the

Seven Pillars. But in retrospect, we see a clue that would have leapt out at us had we been

looking for it at the time. Figure 32-5 shows a count of if statements and their successive

nesting levels (as inferred from their indentation depths) in each initial branch of Diff-

Merge. By the time we branched DiffMerge for 2004.2, apparently, we had doubled the

number of if statements in the code. And for the first time, there were ifs nested more

three levels deep.

Correlation is not causation, as they say, and of course there could have been other con-

tributing factors. The design of the enhancements, the test cases, the other coding con-

structs—even the size of the source code file—any or all of these could have contributed to

the higher rate of errors. But given what we know about deeply nested conditionals and

comprehensibility, it’s hard not to take this glaring correlation at face value.

F I G U R E 3 2 - 4 . Number of patches applied to DiffMerge per release

F I G U R E 3 2 - 5 . Number of DiffMerge’s if statements at successive indentation depths per release
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The 2006 overhaul of DiffMerge was driven by a mandate to overcome indentation. The

overhaul replaced deeply nested conditionals with switch statements whose case options

were values defined in the new diffGrid decision table. The table, whose layout was

designed to be human-readable, itemized all the conditions we were currently handing

and gave us placeholders for conditions we might eventually want to handle. Thus, we not

only replaced troublesome code, we gave ourselves headroom for future enhancements.

Conclusion
To a programmer working on code in motion, beauty is code that can be modified with a

minimum of fuss. You read the code, determine what it does, and change it. Your success

depends as much on how well you understood the code to start with as it does on your

ability to code. It also depends on how well your code is understood by the next program-

mers to tackle it; if you’re never called in to help them out, you’ve done well.

Were we to trim the narrative from this chapter, all we’d really have left to say is that the

success of code in motion depends on how comprehensible it is to the programmers who

read it. But this is not news to anyone.

What is news is that programmers read code in diffs, patches, merges, compiler errors, and

debuggers—not just in syntax-colored text editors—and that they frequently, if uncon-

sciously, infer logic from the visual appearance of code as well as from the code itself. In

other words, there’s more to comprehending code than meets the eye.

In this chapter, we’ve examined the effect of using “The Seven Pillars of Pretty Code” as

guidelines to make code more comprehensible in more contexts. We’ve had success with

the Seven Pillars. We’ve used them to write code that can move with the flow of change,

and we think that’s beautiful.
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