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Drivers

¥ Old school - unix hackers
b Happy in command line world
¥ New school
b Comfortable with newer environments
b Artists getting more technical, but not too technical

¥ More old assets -- need better tracking of files
b E.g. 10th anniversary DVD

¥ Renderfarm getting big -- thousands of nodes




Our Solution - Templar

¥ Named after the original asset managers
¥ Federated system
¥ Tracks data + metadata
¥ High availability

b 50 year charter: Everything retrievable in 2054
¥ Services

D Thumbnails

b http asset server

b event queue

Templar

¥ Goal: Unify disparate systems
¥ Tracks data + metadata

¥ Bad approach: monolithic

¥ what is monolithic

¥ why bad (for us)

¥ Federated Approach:
b "Federates” several systems
b image farm
b Perforce




Templar

¥ Central integration point is database

¥ Integration approach
B how can we make various independent/
incompatible/proprietary
¥ systems interoperate?
¥ Applications can access facilities
BVia common api
P Via productOs (e.g. perforce) api
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Needs / Requirements

¥ High speed read access
bVia NFS
PVia HTTP
¥ All state-changing operations via P4 api
¥ DonOt needd features such as branching
and integration
D Not useful in an art/image context

Architecture

¥ All communication between P4 and Templar
is via P4 triggers
D no back door
b can use P4 command line, 3rd party tools, api, etc
and still be "within" the system
¥ Allow direct access to the repository files
b allow direct access via NFS
b allow direct access via HTTP




LINKATRON

¥ "links" perforce and templar
¥ operates as p4 trigger
¥ updates asset db

¥ creates read-only file reference tree
P head revision

Pall revisions

p4 submit

client

trigger

LINKATRON J

update database
create reference links
queue thumbnails
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Perforce Configuration

¥ One depot per production unit

b one p4 server per "big" production unit, e.g.
feature film

D One linux server per "big" production unit
b all linux servers running on vmware esx cluster

b all file repository storage on nfs appliances (e.g.
netapp)

b accelerate file access as necessary (e.g. nfs
caching)

b P4 DB storage on vmware "local” disk (really SAN)
b High availability
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Statistics

¥ 40 P4 server instances

¥ 2.5M files, ~500k changelists on one
server

¥ Largest db.have - 60 GB
¥ ~800 p4 users by end of year

P4 Desiderata

¥ trigger for obliterate

BWe currently have to sweep the database
and ref trees

b Confirm they still exist in P4
P Otherwise, delete from database, ref trees




